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Abstract
DNA accessibility has been a powerful tool in locating active regulatory elements in a cell type, but dissecting the regulatory logic within these regulatory elements has been a continued challenge in the field. Deep learning models have been shown to be highly predictive models of regulatory DNA and have led to new biological insights on regulatory syntax and logic. Here, we provide a framework for deep learning in genomics that implements best practices and focuses on ease of use, versatility, and compatibility with existing tools for inference on DNA sequence. 
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1. Introduction
DNA accessibility continues to be a powerful tool in locating active regulatory elements in a cell type, as DNA accessibility assays work genome-wide and mark regions where DNA binding proteins are interacting with the genome to produce cell-type specific gene regulation [1–5]. However, further analysis on accessible regions is necessary to dissect regulatory logic encoded in these regulatory regions. Deep learning models have emerged as highly predictive models of regulatory DNA [6]. These models learn non-linear predictive functions that map DNA sequence to genome-wide profiles of regulatory activity by learning predictive sequence features and their higher order combinations. These models produce highly robust and accurate mappings between DNA sequence to molecular phenotypes like accessibility, suggesting that these models capture the higher order regulatory logic that produces accessibility and regulatory potential from a DNA sequence [7–9]. While deep learning models have been criticized for their opaqueness in interpretation, we and others have developed powerful interpretation methods to extract rules of cis-regulatory logic from these black-box models [10–14].These models in conjunction with validated interpretation tools have provided new insights into DNA sequence syntax and logic, and have become an established tool in computational biology.
Here, we provide a framework for building deep learning models for genomics as well as guides for applying interpretation tools to these models. Deep learning continues to be a rapidly evolving field, so here we provide a high-level perspective with best practices. We note that there are many reasonable ways to implement a deep learning pipeline, including decisions around the programming language and the deep learning framework. Here we have chosen to share a protocol that attempts to balance compatibility (both backwards and towards the future), ease of use, and versatility. To this end, we provide a protocol that is best implemented in Python 3, with Tensorflow 2.0 and TF Keras. Even more specifically, this protocol is for building a classification model from DNA sequence input to predict binarized accessibility (accessible peak is present/not present) in a single cell type. Best practices and useful interpretation tools for analyzing such models is are also provided. While we focus on a specific machine learning problem in this protocol (mapping from DNA sequence to accessibility), we think that the best practices and ideas here are widely applicable to a variety of machine learning problems in genomics. As such we hope that this protocol will be an effective starting point for many possible types of deep learning in genomics.

2. Materials
This protocol assumes as working knowledge of Python, bioinformatics, and machine learning. As noted above, there are many ways to do deep learning, and frameworks and tools are rapidly evolving. At this current point in time, for deep learning frameworks we most recommend using either Tensorflow (Keras has now become a part of Tensorflow 2.0) or Pytorch. Both are best used in Python 3 for compatibility with existing inference tools.
There are a variety of relevant resources for deep learning in genomics. For plug plug-and and-play models, the Kipoi model zoo has a variety of models that may be of interest. For inference, the most common tools used include DeepLIFT,deeplift, shapSHAP, and TF-MODisco. Please note that you can run a deep learning pipeline without a graphical processing unit (GPU), but it will be exponentially slower. We recommend running training, evaluation, and inference with a GPU.

3. Methods
3.1 Data processing and data loading
1. Start with a set of genomic intervals, such as a set of accessible regions for a cell type (see Note 1). This will be your set of genomic intervals that are labeled as positives.
2. Collect an informative set of negative genomic intervals (see Notes 2, and 3). This includes flanking intervals (the genomic intervals adjacent to the positive intervals on either side, our default is to collect 3 extra bins on each side), random intervals (intervals anywhere else in the genome that are not positives), as well as known accessible intervals that are not accessible in your set of genomic intervals (see Note 4).
3. For the positive intervals and negative intervals selected, bin these intervals into equal-size bins (see Note 5), using a stride length to generate examples across the selected intervals (see Note 6). These bins are your genomic examples. Default bins are 200 bp in length, and our default stride length is 50bp.
4. Set up your labels for your examples. Positives should be labeled with 1 and negatives are labeled with 0 (see Note 7). 
5. Extend each example interval to your final interval length (see Note 8). This step now adds the flanking sequences of each bin to give more sequence context during training. The default final length is 1000 bp. At this stage, you should have a set of genomic intervals that are all 1000bp in length and are each associated with a label (1 or 0).
6. Optionally, generate one-hot encodings for your regions (see Notes 9-11). If you intend to use a standard data loader for your desired deep learning framework, this will be necessary to have appropriate inputs for training.
7. Build a data generator appropriate for your desired deep learning framework. Many frameworks now provide the option to create your own data loader if needed. If performing a one-hot encoding on the fly, write a one-hot encoder in your data generator to ensure the deep learning framework receives a proper input with the label. 

3.2 Train a model
1. Before training, determine your evaluation set up. We use a cross-validation strategy based on splitting by chromosome (see Note 12). For a 10-fold cross validation strategy, split your chromosomes by size as equally as possible across 10 folds, then use 8 folds for training, 1 fold for validation, and 1 fold for testing (see Note 13).
2. Choose a model architecture and implement in your desired deep learning framework (see Notes 14, and 15).
3. Train the model using your desired deep learning framework. Training will require your dataset, a model, a loss function, and an optimizer. Use a Binary Cross Entropy loss (see Note 16) with Adam optimizer (see Note 17). Default parameters for Adam optimizer are: learning rate = 0.001, beta_1 = 0.9, beta_2 = 0.999, epsilon = 1e-08. Set up a training regimen: number of epochs to run the training data (default is 20) as well as the metric to optimize (default is the loss) (see Note 18). Adjust the parameters as desired to optimize training.

3.3 Evaluation
1. Evaluate your model using only the held-out test data (see Notes 19, and 20). Unlike training, where only an informative set of negative regions is used, please use the entirety of the validation chromosomes during evaluation. Useful measures during evaluation of a classification model include the loss, area under the precision-recall curve (AUPRC), and area under the receiver-operator curve (AUROC) (see Note 21).

3.4 Inference
1. As a starting point for downstream inference methods, generate base-pair level contribution scores on genomic intervals of interest (see Notes 22-24). To determine statistical significance of these scores, create dinucleotide shuffled versions of the sequences and generate base-pair level contribution scores on those sequences to get an empirical null distribution of contribution scores (see Note 25). We recommend tools such as DeepLIFTdeeplift, shapSHAP, or backpropagated gradients (see Note 26), some of which will also handle null sequence generation and significance scoring for you.
2. For motif scanning, you can utilize your deep learning framework to quickly scan using your database of interest. The usual position-weight matrix (PWM) scan is a convolutional operation, so you can utilize the deep learning framework by initializing a convolutional layer with the weights set as the PWM weights for each motif in your database (see Note 27).
3. For de novo motif discovery, use TF-MoDISco to take contribution scores and find enriched patterns.
4. Combinatorial analyses can be performed on enriched motifs of interest (see Note 28). You can utilize the model predictions on the original sequence compared to combinatorial scrambling of identified motif sites in the sequence. Motif scrambling involves taking the underlying motif match sequence and shuffling that sequence in place to generate a sequence that does not contain that motif at that location anymore. Additionally, you can use the Deep Feature Importance Map (DFIM) method by scrambling motif sites and determining how the contribution scores change compared to the original sequence. Both of these analyses can give you further insight and hypotheses of combinatorial logic in DNA sequence.

Notes
1. Please see Chapter *** the previous chapter in this book for a processing pipeline to generate peaks from an accessibility assay (such as ATAC-seq).
2. It is often easier in downstream processing to set up different files for positives and negatives. This can allow you greater control over the ratio of positives to negatives by adjusting how many examples come from each file in training.
3. We generally train with an equivalent number of positives and negatives, so we select the negative set of examples to approximately equal the number of positive examples. This can be adjusted to better optimize training and ensure the model has seen an appropriate diversity of negative examples.
4. Note that training uses an informative set of negatives, but for evaluation of the model it is best to evaluate the model against genome-wide data. It is important to keep this consideration in mind early as you set up your dataset, so that it is easy to switch to a genome-wide dataset for downstream evaluation.
5. Deep learning models require a fixed size input. As such, region sets must be binned to generate these fixed length inputs. To adequately cover the regions of interest without generating too many similar examples, a stride length of 50bp is used between bins. Bin size and stride length can be adjusted as desired. 
6. The 200bp bins are the “active” DNA sequence of interest in the example. We consider the bin positive if more than 50% of the bin overlaps a positive interval. Later, the region is extended with additional flanking sequence to provide more context around the “active” sequence to the model. It is important to note that labelling is only done using the “active” sequence, ie the 200bp bin, which acts as a way to focus the model on learning important features in the middle of the sequence, utilizing surrounding contextual DNA sequence.
7. Note that in the case of a single positives region set (single task model), this is trivial – simply label your positive bins with 1 and your negative bins with 0 – but in the case of multi-task models, this will be an important step to generate an appropriate label set for each task (each region set).
8. Please remember to check that extending the region intervals does not cause the interval to exceed chromosome boundaries.
9. By default, the one hot encoding order is alphabetical (ie, A is [1, 0, 0, 0]; C, is [0, 1, 0, 0]; G is [0, 0, 1, 0]; and T is [0, 0, 0, 1]).
10. We recommend not generating the one hot encodings in advance. This is quickly done with an interval lookup for the alphabetical sequence and then a lookup dictionary to convert to a one hot encoding. This can be very helpful in reducing file sizes and decreasing I/O time. This may require a custom data loader for your model, though many deep learning frameworks do have one-hot encoding data layers available.
11. There are a variety of options for storing your dataset (text files, Python numpy arrays, etc). For the purposes of this protocol we recommend HDF5 files, as HDF5 is a standard format well-suited for machine learning datasets and widely used.
12. Think early about how you will manage chromosome splits (our recommended set up for cross-validation of models). An easy way to do so is to generate separate dataset files for each chromosome, so that you only load specific chromosomes in your data generator for various stages (training, validation, testing).
13. A strategy for generating n equally sized folds is to do the following. Order your chromosomes by size (largest first). Set up n “buckets” for chromosomes. Place the first n chromosomes into the n buckets. Then, do the following iterative process until there are no more chromosomes: (1) find the bucket that is smallest in terms of examples; (2) add the largest remaining chromosome to that bucket.
14. Convolutional neural networks (CNNs) have been very effective for DNA sequence to accessibility models. We recommend starting with a CNN architecture and adjusting from there as desired. A useful tuned architecture is Basset [9].
15. If running a regression model, simply remove the final activation layer (often a softmax or sigmoid layer). This exposes the logits as the final layer that can be float values (vs probabilities).
16. Loss functions are an active area of research in deep learning. For classification, binary cross entropy is an effective loss function. Check whether the loss function is designed to operate after activation (after the sigmoid/softmax layer) or before (on logits). For regression, mean squared error loss is a reasonable starting point.
17. Optimizers are an active area of research in deep learning. Effective optimizers used in deep learning on sequence include Adam optimizer [15] and RMSprop [16]. Optimizer parameters for Adam are as given in the Methods, default parameters for RMSprop are: learning rate = 0.002, decay = 0.98, momentum = 0.0.
18. Many deep learning frameworks come with a training function that encapsulates the training process. This can simplify model training but also make the process opaque. A fuller description of deep learning requires much more explanation, but a brief high-level explanation is provided here. Within this training routine, the training data is fed to the model in batches. One full iteration through a training dataset is an epoch. The data is pushed forwards through the model (interacting with model weights) to generate predictions, which are compared to the labels. The difference between the labels and predictions are then pushed backwards through the model (backpropagation) based on the loss function and optimizer to adjust the model weights. The next batch is then pushed forwards through the model, interacting with the updated weights, and so on. This continues until the training data is all used, at which point the model evaluates the performance of the model using the validation data. If the performance of the model is still improving, the training routine will run another epoch and evaluate again with the validation data. This continues until the routine has hit the maximum number of epochs or is no longer improving in performance on the validation data (most commonly based on early stopping criteria).
19. Note that in evaluation, there is no loss function or optimizer as these are only used in training.
20. We believe it is very important to determine performance of the model in a genome-wide setting. This provides an accurate view on how the model would perform in the true setting of genome-wide prediction. Genome-wide evaluation also carries the additional benefit of being a more comparable metric across studies. As different studies will select their positives or negatives in different ways, metrics calculated on subsets of the genome can be biased or an inaccurate measure of true performance on the genome.
21. AUROC is known to be a very inflated metric in genome-wide evaluation, as the number of negatives vastly outweighs the number of positives. We recommend AUPRC as the more accurate and meaningful metric to determine performance. High performing accessibility models have AUPRCs of 0.6 or greater [17]. 
22. Sequences of interest can be dynamically accessible regions, accessible regions around a locus of interest, accessible regions that are known to be bound by a DNA binding protein, or any other subset of interest. 
23. Various studies in the field have looked at convolutional filters to interpret what the model has learned. While convolutional filters have shown pattern weights that look like motifs, we do not recommend analysis on weights in the model, as the model learns a representation of the input DNA sequence that is distributed across the entire layer and can be hard to interpret in an isolated convolutional filter. As such, we recommend backpropagation-based methods that re-aggregate contribution information back onto the DNA sequence itself, which gives a more comprehensive view of the sequence features in relation to each other.
24. Base pair contribution scores can also be used to dissect genetic variation by taking known single nucleotide polymorphisms (SNPs) and adjusting the SNP to its allelic form. Of note, variant analyses in deep learning can be unstable, as the model was trained to predict accessibility and not variant effects. Interpret results carefully and utilize multiple inference methods when analyzing variants.
25. For inference methods, it is often very helpful to have empirical reference distributions to determine if your contribution scores or downstream results are significant. We recommend using dinucleotide shuffled sequences as the empirical null sequences, which aims to maintain the distribution of dinucleotides in the sequence rather than just the sequence content. This is a more constrained but more biologically accurate null sequence.
26. We do not recommend using the Integrated Gradients method, as we have found it tends to obscure cell-type specific features (which is important in highlighting cross-cell type differences) and appears to highlight general features in DNA sequences.
27. When scanning for motifs on contribution scores with a motif database, it is important to also scan on the original sequence as well. PWMs are designed to give log-odds on sequence assuming a one-hot sequence without weights on the base pairs, and can give high scores to poor PWM matches on contribution scores. As such, it is important to check that the sequence is also an appropriate match by PWM score on the original sequence.
28. One of the greatest strengths of deep learning in genomics is that it can build a high performing mapping from DNA sequence to molecular phenotypes like accessibility without needing initial featurization. This suggests that this modelling framework is able to capture DNA syntax effectively, including parameters like variable spacing, motif density, and motif counts. As such, syntax analysis will be an important area of research with deep learning in genomics.
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