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Abstract
ATAC-seq (Assay for Transposase-Accessible Chromatin using sequencing) has gained wide popularity as a fast, straightforward, and efficient way of generating genome-wide maps of open chromatin and guiding identification of active regulatory elements and inference of DNA protein binding locations. Given the ubiquity of this method, uniform and standardized methods for processing and assessing the quality of ATAC-seq datasets areis needed. Here, we describe the data processing pipeline used by TH the ENCODE (Encyclopedia of DNA Elements) consortium to process ATAC-seq data into region peak call sets and signal tracks and to assess the quality of these datasets.

Key Words
ATAC-seq, data pipeline

1. Introduction
ATAC-seq [1] (Assay for Transposase-Accessible Chromatin using sequencing) is a ubiquitous method for generating genome-wide maps of open chromatin (see the first chapter ***). in this book). ATAC-seq uses Tn5 transposase loaded with sequencing adaptors to simultaneously fragment genomic DNA at accessible locations and insert the a sequencing library amplification adaptor sequence. This library generation method thus produces genomic fragments where enriched for DNA accessibility is at the ends of the library fragmentsopen chromatin regions. The straightforward and optimized nature of this assay has made it widely used in genomics as a way to identify open chromatin in various cell types. This assay has also been used to analyze nucleosome positioning and infer locations of DNA protein binding through analysis of accessible sequence and footprinting analyses [2–4]. As a major assay type generated by the ENCODE consortium [5], a standardized pipeline was necessary to ensure high quality reproducible data. Here, we describe the ENCODE standard pipeline for processing ATAC-seq.
The pipeline consists of the following broad processing steps. Reads are trimmed to remove adapter sequences from the ends of reads, as ATAC-seq library fragments can be shorter than the read length of the sequencer. The trimmed reads are aligned and filtered to obtain a high-quality set of uniquely mapped alignments. These alignments are used to call peaks that can be used to generate reproducible peaks across replicates as well as signal tracks for visualization on a genome browser. Finally, we describe useful quality control metrics and tools to help troubleshoot ATAC-seq library generation and determine the quality of the ATAC-seq experiment.

2. Materials
This protocol assumes a basic working knowledge of the UNIX command line. You can utilize the ENCODE pipeline as found at: https://github.com/ENCODE-DCC/atac-seq-pipeline. This pipeline will install all required software and manage file names and locations.
Otherwise, install the following software before going through each step in the Methods:
1. cutadapt (v1.9.1) [6]
2. Bowtie2 (v2.2.6) [7]. Set up Bowtie2 index as directed in the Bowtie2 manual.
3. Samtools (1.7) [8]
4. Bedtools (2.26) [9]
5. Picard (v1.126) [10]
6. MACS2 (v2.1.0) [11]
7. UCSC tools (3.0.9, http://hgdownload.soe.ucsc.edu/downloads.html), specifically bedGraphToBigWig
8. SAMstats (v0.2.1, https://github.com/kundajelab/SAMstats)
Optionally, also install the following tools for specific quality control steps: phantompeakqualtools (https://github.com/kundajelab/phantompeakqualtools) for cross correlation, SPP [12] for cross correlation, and deepTools (v3.3.0) [13] for Jensen-Shannon distance.

3. Methods
Each step of the pipeline is described with input and outputs. For this step-by-step guide, we provide the pipeline for paired-ended ATAC-seq with two replicates, utilizing multimapping reads (our recommended default design and processing). Adjustments to the pipeline for other experimental designs can be found in the Notes section. Utilizing the pipeline from ENCODE will run these steps in an automated fashion.

3.1 Adaptor detection and trimming in reads
1. Trim adapter sequence from the sequencing reads. Do this for each FASTQ file (see Notes 1, and 2).
· Inputs: reads in FASTQ format ($FASTQ), adapter sequence ($ADAPTER), adapter error rate ($ADAPTER_ERR_RATE, default 0.2).
· Outputs: trimmed reads in FASTQ format ($TRIMMED_FASTQ). 
· Command: 
cutadapt -m 5 -e $ADAPTER_ERR_RATE -a $ADAPTER $FASTQ | gzip -nc > $TRIMMED_FASTQ

3.2 Read alignment and post-alignment filtering
1. Run Bowtie2 to align reads with up to k multimapping locations allowed (see Notes 3-5). 
· Inputs: reads in FASTQ format ($FASTQ1, $FASTQ2), Bowtie2 index ($bwt2_idx), number of CPU threads ($nth_bwt2), number of multimapping locations allowed per read ($multimapping, default 4), output file name prefix ($prefix). 
· Outputs: unfiltered alignments file in BAM format (${prefix}.bam, in future steps referred to as $RAW_BAM). 
· Command: 
bowtie2 -k ${multimapping+1} -X2000 --mm --threads $nth_bwt2 -x $bwt2_idx -1 $FASTQ1 -2 $FASTQ2 2>$log | samtools view -Su /dev/stdin | samtools sort - $prefix
2. Filter reads by read flags. Remove reads that were unmapped, the read mate was unmapped, not primary alignment, reads failing platform (see Notes 6-9). 
· Inputs: unfiltered alignments file in BAM format ($RAW_BAM), number of multimapping locations allowed, as set in Step 1 ($multimapping). Note that two intermediate filtered BAM files are required, one for initial filtering ($TMP_FILT_BAM) and one after fixing read pairs ($TMP_FILT_FIXMATE_BAM).
· Outputs: flag filtered alignments in BAM format ($FLAG_FILT_BAM). 
· Commands: 
(1) samtools view -F 524 -f 2 -u $RAW_BAM | samtools -n /dev/stdin -o $TMP_FILT_BAM 
(2) samtools view -h $TMP_FILT_BAM | assign_multimappers.py -k $multimapping --paired-end | samtools fixmate -r /dev/stdin $TMP_FILT_FIXMATE_BAM 
(3) samtools view -F 1804 -f 2 -u $TMP_FILT_FIXMATE_BAM | samtools sort /dev/stdin -o $FLAG_FILT_BAM 
3. Filter reads for duplicate alignments. These are reads read pairs that whose alignments have the same start position when aligned mapped to the genome (see Notes 10, and 11). 
· Inputs: Picard tools MarkDuplicates.jar script, flag filtered alignments in BAM format ($FLAG_FILT_BAM) from the previous step. Note that an intermediate BAM with marked duplicates will be generated ($TMP_DUPMARK_BAM) that will replace the flag filtered alignment file.
· Outputs: final filtered alignments in BAM format ($FINAL_BAM) with index, duplicates metrics file ($DUP_FILE_QC). 
· Commands: 
(1) java -Xmx4G -jar MarkDuplicates.jar INPUT=$FLAG_FILT_BAM OUTPUT=$TMP_DUPMARK_BAM METRICS_FILE=$DUP_FILE_QC VALIDATION_STRINGENCY=LENIENT ASSUME_SORTED=true REMOVE_DUPLICATES=false 
(2) mv $TMP_DUPMARK_BAM $FLAG_FILT_BAM 
(3) samtools view -F 1804 -f 2 -b $FLAG_FILT_BAM > $FINAL_BAM 
(4) samtools index $FINAL_BAM
4. Convert BAM file to BEDPE format.
· Inputs: final filtered alignments in BAM format ($FINAL_BAM), read name sorted. 
· Outputs: final filtered alignments in BEDPE format ($FINAL_BEDPE)
· Command: 
bedtools bamtobed -bedpe -mate1 -i $FINAL_BAM | gzip -nc > $FINAL_BEDPE
5. Convert BEDPE file to tagAlign format (BED file of reads) (see Note 12). 
· Inputs: final filtered alignments in BEDPE format ($FINAL_BEDPE). 
· Outputs: final filtered alignments in tagAlign format ($FINAL_TA). 
· Command: 
zcat $FINAL_BEDPE | awk 'BEGIN{OFS="\t"}{printf "%s\t%s\t%s\tN\t1000\t%s\n%s\t%s\t%s\tN\t1000\t%s\n",$1,$2,$3,$9,$4,$5,$6,$10}' | \ gzip -nc > $FINAL_TA_FILE 
6. Adjust read starts for transposase cut sites (see Note 13). 
· Inputs: reads in tagAlign format ($FINAL_TA). 
· Outputs: shifted reads in tagAlign format ($FINAL_TA_SHIFTED). 
· Command: 
zcat $FINAL_TA | awk -F $'\t' 'BEGIN {OFS = FS}{ if ($6 == "+") {$2 = $2 + 4} else if ($6 == "-") {$3 = $3 - 5} print $0}' | gzip -nc > $FINAL_TA_SHIFTED

3.4 Peak calling
1. Call peaks (see Notes 14-16). 
· Inputs: alignments in tagAlign format ($TAG), chromosome sizes ($gensz), p-value threshold ($pval_thresh, default 0.1), smoothening window ($smooth_window, default 150), shift size ($shiftsize), default is (-$smooth_window / 2). Note that this command also produces the pileup files used to create BedGraph files for the signal tracks.
· Outputs: peak files, pile up bedgraph files 
· Command: 
macs2 callpeak -t $tag -f BED -n $prefix -g $gensz -p $pval_thresh --shift $shiftsize --extsize $smooth_window --nomodel -B --SPMR --keep-dup all --call-summits
2. Filter for ENCODE blacklisted regions (see Note 17). 
· Inputs: peak file ($PEAK), blacklist ($BLACKLIST). 
· Output: filtered peak file ($FILT_PEAK). 
· Commands: 
bedtools intersect -v -a ${PEAK} -b $BLACKLIST | awk 'BEGIN{OFS="\t"} {if ($5>1000) $5=1000; print $0}' | grep -P 'chr[\dXY]+[ \t]'  | gzip -nc > $FILT_PEAK

3.5 Identifying Rreplicate -consistent peaks
1. Run IDR framework for replicate consistent peaks (see Notes 18-22). 
· Inputs: replicate peak files ($REP1_PEAK_FILE, $REP2_PEAK_FILE), master peak list ($POOLED_PEAK_FILE), p-value threshold ($IDR_THRESH). 
· Output: Peak file with IDR scores ($IDR_OUTPUT), IDR peak file ($IDR_PEAKS)
· Commands:
 (1) idr --samples $REP1_PEAK_FILE $REP2_PEAK_FILE --peak-list $POOLED_PEAK_FILE --input-file-type narrowPeak --output-file $IDR_OUTPUT --rank p.value --soft-idr-threshold $IDR_THRESH --plot --use-best-multisummit-IDR 
(2) IDR_THRESH_TRANSFORMED=$(awk -v p=$IDR_THRESH 'BEGIN{print -log(p)/log(10)}') 
(3) awk 'BEGIN{OFS="\t"} $12>='"$IDR_THRESH_TRANSFORMED"' {print $1,$2,$3,$4,$5,$6,$7,$8,$9,$10}' $IDR_OUTPUT | sort | uniq | sort -k7n,7n | gzip -nc > $IDR_PEAKS
2. Filter for ENCODE blacklisted regions if needed (see Section 3.4, Step 2)

3.6 Generating Ssignal tracks
1. Generate fold fold-change BigWig bigWig file with MACS2 (see Note 23). 
· Inputs: pileup bedgraph bedGraph files, generated from MACS2 callpeak ($TREAT_PILEUP, $CONTROL_PILEUP), chromosome sizes file ($chrsz).  Note that this produces an intermediate bedGraph BEDGRAPH files ($fc_bedgraph, $fc_bedgraph_srt).
· Outputs: fold fold-change BigWig bigWig ($FC_BIGWIG). 
· Commands: 
(1) macs2 bdgcmp -t $TREAT_PILEUP -c $CONTROL_PILEUP --o-prefix $prefix -m FE 
(2) slopBed -i ${prefix}_FE.bdg -g $chrsz -b 0 | bedClip stdin $chrsz $fc_bedgraph 
(3) sort -k1,1 -k2,2n $fc_bedgraph > $fc_bedgraph_srt 
(4) bedGraphToBigWig $fc_bedgraph_srt $chrsz $FC_BIGWIG
2. Generate p-value bBigwWig files with MACS2.
· Inputs: tagAlign file ($TAG), pileup bedgraph bedGraph files, generated from MACS2 callpeak ($TREAT_PILEUP, $CONTROL_PILEUP), chromosome sizes file ($chrsz).  Note that this produces an intermediate BEDGRAPH bedGraph file ($pval_bedgraph, $pval_bedgraph_srt). 
· Outputs: p-value Bigwig bigWig ($PVAL_BIGWIG).
· Commands: 
(1) sval=$(wc -l <(zcat -f $TAG) | awk '{printf "%f", $1/1000000}') 
(2) macs2 bdgcmp -t $TREAT_PILEUP -c $CONTROL_PILEUP --o-prefix $PREFIX -m ppois -S $sval 
(3) slopBed -i ${PREFIX}_ppois.bdg -g $chrsz -b 0 | bedClip stdin $chrsz $pval_bedgraph 
(4) sort -k1,1 -k2,2n $pval_bedgraph > $pval_bedgraph_srt 
(5) bedGraphToBigWig $pval_bedgraph_srt $chrsz $pval_bigwig
3. Optionally, generate count count-signal tracks (see Note 24). 
· Inputs: tagAlign files ($TA_FILE), chromosome sizes file ($CHRSZ). 
· Outputs: strand separated count signal tracks ($POS_COUNT_BIGWIG, $NEG_COUNT_BIGWIG). 
· Commands: 
(1) zcat -f $TA_FILE | sort -k1,1 -k2,2n | bedtools genomecov -5 -bg -strand + -g $CHRSZ -i stdin > TMP.POS.BED 
(2) bedGraphToBigWig TMP.POS.BED $CHRSZ $POS_COUNT_BIGWIG 
(3) zcat -f $TA_FILE | sort -k1,1 -k2,2n | bedtools genomecov -5 -bg -strand - -g $CHRSZ -i stdin > TMP.NEG.BED 
(4) bedGraphToBigWig TMP.NEG.BED $CHRSZ $NEG_COUNT_BIGWIG

3.6 ATAC-seq Qquality control evaluation
1. Calculate mitochondrial fraction (see Note 25). 
· Inputs: unfiltered alignments file in BAM format ($RAW_BAM), number of CPU threads ($nth). Note that these commands will produce intermediate files: (1) an alignments file without chrM alignments ($NON_MITO_BAM), and (2) an alignments file with only chrM alignments ($MITO_BAM)
· Outputs: fraction of reads mapped to chrM. 
· Commands: 
(1) samtools idxstats ${RAW_BAM} | cut -f 1 | grep -v -P "^chrM$" | xargs samtools view ${RAW_BAM} -@ ${nth} -b> ${NON_MITO_BAM} 
(2) samtools view -b ${RAW_BAM} -@ ${nth} chrM > ${MITO_BAM} 
(3) samtools sort -n --threads 10 ${NON_MITO_BAM} -O SAM  | SAMstats.sort.stat.filter.py --sorted_sam_file -  --outf ${non_mito_samstat_qc} 
(4) samtools sort -n --threads 10 ${MITO_BAM} -O SAM  | SAMstatspython SAMstats.sort.stat.filter.py --sorted_sam_file -  --outf ${mito_samstat_qc}
 (5) Rn = number of mapped reads in ${non_mito_samstat_qc}, Rm = number of mapped reads in ${mito_samstat_qc}, then fraction of mito reads is Rm / (Rm + Rn).
2. Calculate read counts at each stage of filtering. This can be done with any alignment file (BAM format), to determine why reads are lost in processing and to guide future library generation as needed (see Note 26). 
· Input: alignments in BAM format ($BAM). 
· Output: mapped statistics ($MAPSTATS). 
· Command: 
samtools sort -n --threads 10 ${BAM} -O SAM | SAMstats --sorted_sam_file -  --outf ${MAPSTATS}
3. Library Estimate library complexity (see Notes 27, and 28). 
· Inputs: final alignments file ($BAM). 
· Outputs: PCR bottlenecking coefficient 1 (PBC1), PCR bottlenecking coefficient 2 (PBC2), Non-Redundant Fraction (NRF). 
· Commands: 
(1) samtools sort -n ${FILT_BAM_FILE} -o ${OFPREFIX}.srt.tmp.bam 
(2) bedtools bamtobed -bedpe -i ${OFPREFIX}.srt.tmp.bam | awk 'BEGIN{OFS="\t"}{print $1,$2,$4,$6,$9,$10}' | grep -v 'chrM' | sort | uniq -c | awk 'BEGIN{mt=0;m0=0;m1=0;m2=0} ($1==1){m1=m1+1} ($1==2){m2=m2+1} {m0=m0+1} {mt=mt+$1} END{printf "%d\t%d\t%d\t%d\t%f\t%f\t%f\n",mt,m0,m1,m2,m0/mt,m1/m0,m1/m2}' > ${PBC_FILE_QC}
4. Calculate Ccross-correlation QC metrics (see Notes 29, and 30). 
· Inputs: BEDPE files ($FINAL_BEDPE_FILE). 
· Outputs: cross correlation scores and plots. 
· Commands. 
First, subsample the BEDPE or tagAlign file (default: 25M reads): 
zcat ${FINAL_BEDPE_FILE} | grep -v “chrM” | shuf -n ${NREADS} --random-source=<(openssl enc -aes-256-ctr -pass pass:$(zcat -f ${FINAL_TA_FILE} | wc -c) -nosalt </dev/zero 2>/dev/null)  | awk 'BEGIN{OFS="\t"}{print $1,$2,$3,"N","1000",$9}' | gzip -nc > ${SUBSAMPLED_TA_FILE}. 
Then use the following commands to run cross-correlation: 
(1) Rscript $(which run_spp.R) -c=${SUBSAMPLED_TA_FILE} -p=${NTHREADS} -filtchr=chrM -savp=${CC_PLOT_FILE} -out=${CC_SCORES_FILE} 
(2) sed -r 's/,[^\t]+//g' ${CC_SCORES_FILE} > temp (3) mv temp ${CC_SCORES_FILE}
5. Calculate the Jensen-Shannon distance (JSD) metric (see Note 31). 
· Inputs: aligned reads in BAM format ($BAM), MAPQ threshold ($MAPQ, default 30), number of processers ($NTH). 
· Outputs: fingerprint plots showing JSD ($JSD_PLOT) and log ($JSD_LOG)
· Commands: 
(1) plotFingerprint -b $BAM --labels rep1 --outQualityMetrics $JSD_LOG --minMappingQuality $MAPQ_THRESH -T "Fingerprints of different samples" --numberOfProcessors $NTH --plotFile $JSD_PLOT
6. Estimate GC bias (see Note 32). 
· Inputs: filtered alignments file ($BAM), reference genome ($FASTA). 
· Outputs: GC bias plot and log of results. The log can be used to replot as desired. 
· Commands: 
(1) java -Xmx6G -XX:ParallelGCThreads=1 -jar picard.jar CollectGcBiasMetrics R=${REF_FA} I=${NODUP_BAM} O=${GC_BIAS_LOG} USE_JDK_DEFLATER=TRUE USE_JDK_INFLATER=TRUE VERBOSITY=ERROR QUIET=TRUE ASSUME_SORTED=FALSE CHART=${GC_BIAS_PLOT} S=summary.txt 
7. Fragment length statistics. This is for paired end only (see Note 33). 
· Inputs: final BAM file ($BAM)
· Outputs: data file with fragment length distribution ($INSERT_DATA), distribution plot ($INSERT_PLOT)
· Commands: (1) 
java -Xmx6G -XX:ParallelGCThreads=1 -jar picard.jar CollectInsertSizeMetrics INPUT=$BAM OUTPUT=$INSERT_DATA H=$INSERT_PLOT VERBOSITY=ERROR QUIET=TRUE USE_JDK_DEFLATER=TRUE USE_JDK_INFLATER=TRUE W=1000 STOP_AFTER=5000000
8. Analyze TSS enrichment (see Note 34). 
· Inputs: filtered final BAM file ($BAM), chromosome sizes file ($CHRSZ), read length estimated from FASTQ ($READ_LEN), TSS BED file ($TSS_BED). 
· Output: TSS plot, TSS enrichment value at peak
· Command: 
encode_task_tss_enrich.py --read_len $READ_LEN --nodup-bm $BAM --chrsz $CHRSZ --tss $TSS_BED --out-dir $OUT_DIR
9. Get Calculate the fraction of reads in peaks (FRiP) (see Note 35, and 36). 
· Inputs: final filtered peak file ($PEAK), final filtered tagAlign file ($TA). 
· Output: text file with FRiP score ($FRIP). 
· Commands: 
(1) val1=$(bedtools intersect -a <(zcat -f ${TA_FILE}) -b <(zcat -f ${IDR_PEAK_FILE}) -wa -u | wc -l) 
(2) val2=$(zcat ${TA_FILE} | wc -l) 
(3) awk 'BEGIN {print '${val1}'/'${val2}'}' > $FRIP
10. Calculate the IDR quality control metrics (see Note 37). 
Let Np = number of peaks passing IDR threshold by comparing pooled pseudoreplicates, and Nt = number of peaks passing IDR threshold by comparing true replicates. Calculate the Rescue Ratio = max(Np, Nt) / min(Np, Nt). Let N1, N2 = number of peaks passing IDR threshold for self pseudoreplicates for replicate 1, and replicate 2, respectively. Calculate the Self-consistency Ratio = max(N1, N2) / min (N1, N2).

Notes
1. To test the pipeline, we recommend accessing a publicly available dataset (for example, GSE47753 [1]), and running through each step to confirm proper outputs. Subsampling can be done (ie, head -n 1000000 $FASTQ > $SUBSAMPLED_FASTQ, or if gzip-ped then zcat $FASTQ | head -n 1000000 > $SUBSAMPLED_FASTQ) to confirm the pipeline works properly before running the pipeline on potentially very deep sequencing libraries.
2. The adapter is the sequencing primer sequence used in transposition. Commonly the sequence is AGATCGGAAGAGC (Illumina) but confirm that your library generation method uses this primer. This trimming step is important as fragments generated by transposase cuts may be shorter than your read length. As an example, consider an open chromatin site which is 70 bp in length. It is possible for two transposases to bind in that open chromatin site, generating a fragment that is less than 70 bp in length. If the read length is 100 bp, then the sequencing will read through the adapter on the 3’ end of the fragment, leading to non-genomic adapter sequence in the read itself. This non-genomic sequence needs to be trimmed off for proper alignment of the reads.
3. Note that we run Bowtie2 with the -k parameter set to k + 1. This is by design, as it allows us to distinguish between reads that map to only k total positions and those that map to more than k positions in downstream processing.
4. For running alignment for single-ended reads, replace the Bowtie2 command with: 
bowtie2 -k $((multimapping+1)) --mm -x $bwt2_idx --threads $nth_bwt2 -U <(zcat -f $fastq) 2>$log | samtools view -Su /dev/stdin | samtools sort - $prefix. Note that the key difference is in using parameter -U instead of -1 and -2.
5. For running alignment with uniquely mapped reads only, replace the Bowtie2 command with: 
bowtie2 -X2000 --mm --threads $nth_bwt2 -x $bwt2_idx -1 $fastq1 -2 $fastq2 2>$log | samtools view -Su /dev/stdin | samtools sort - $prefix. Note that the key difference is removal of the parameter -k.
6. Note the use of a custom script assign_multimappers.py. This script can be found in the ENCODE ATAC-seq pipeline Github repository. Briefly, this script looks at reads with multiple alignments and only keeps reads that mapped to no more than the desired number of multimappers. For example, if the multimapping threshold is 4 but the read is found to map to 5 locations, the read is discarded (a read is only allowed to map to a maximum of 4 locations). Downstream filtering by samtools chooses one of the read alignments as primary and discards the rest. Note that MAPQ threshold is NOT used when processing multimappers, as all multimappers fall below the usual MAPQ threshold.
7. For filtering reads for single-ended read alignments (that are multimapped) with samtools flags, use these read filtering commands instead: 
(1) samtools sort -n ${RAW_BAM} -o ${QNAME_SORT_BAM} 
(2) samtools view -h ${QNAME_SORT_BAM} | $(which assign_multimappers.py) -k $multimapping | samtools view -F 1804 -Su /dev/stdin | samtools sort /dev/stdin -o ${FLAG_FILT_BAM}. 
Note that the key differences are sorting by read name order first, no fixing read mates, and no filtering for read mates.
8. For filtering reads with uniquely mapped alignments only with samtools flags, use these read filtering commands instead: 
(1) samtools view -F 1804 -f 2 -q ${MAPQ_THRESH} -u ${RAW_BAM} | samtools sort -n /dev/stdin -o ${TMP_FILT_BAM} 
(2) samtools fixmate -r ${TMP_FILT_BAM} ${TMP_FILT_FIXMATE_BAM} 
(3) samtools view -F 1804 -f 2 -u ${TMP_FILT_FIXMATE_BAM} | samtools sort /dev/stdin -o ${FLAG_FILT_BAM}. 
Note the key differences are no filtering for multimappers, immediate filtering with -F 1804, and use of MAPQ thresholds. Note that MAPQ threshold default is 30. This threshold is aligner dependent, so if using a different aligner then remember to adjust the MAPQ.
9. For filtering reads for single end alignments that are uniquely mapped, use this read filtering command instead: 
(1) samtools view -F 1804 -q ${MAPQ_THRESH} -u ${RAW_BAM} | samtools sort /dev/stdin -o ${FILT_BAM} -T ${FILT_BAM_FILE_PREFIX}
10. Duplicates are filtered as a conservative measure to avoid read biases that may occur by using PCR duplicates. There is a tradeoff to be considered in only using unique reads vs using multimappers. While uniquely mapped reads are able to definitively avoid reads that are PCR duplicates generated by library amplification, there are a number of reads that are not PCR duplicates but will be seen as multimapped due to multiple distinct genomic locations that are closely or completely the same (as in the case of evolutionarily recent region duplications, such as around hemoglobin genes HBA1 and HBA2). To capture these reads, the ENCODE consortium utilizes some multimappers (reads that do not map to more than 4 unique locations) to help capture these newly duplicated genomic regions.
11. To filter duplicates in a single end alignments file, adjust Command (3) to the following:
 samtools view -F 1804 -b ${FILT_BAM_FILE} > ${FINAL_BAM_FILE}
12. The tagAlign format is an ENCODE format in which alignments are kept in a BED format, such that each line in the BED file is an alignment. This format can be useful for quick compatibility with Bedtools. To generate a tagAlign of alignments from a single end library, change the command to the following: 
bedtools bamtobed -i ${FINAL_BAM} | awk 'BEGIN{OFS="\t"}{$4="N";$5="1000";print $0}' | gzip -nc > ${FINAL_TA}. 
Note that there is no BEDPE in a single end library as there aren’t paired reads.
13. Transposase activity leads to an offset cut that is 9bp in length. To approximate the center of the transposase binding site on the sequence and achieve base-pair resolution information on the genome, read starts (transposase cut sites) are adjusted to get positions that are closer to the transposase center instead of the cut site by adding 4 to the positive strand reads and subtracting 5 from the negative strand reads.
14. Peaks are called with a loose p-value threshold to capture a large set of possible peaks. Having more peaks aids the IDR framework in determining the threshold for reproducible peaks. Stricter thresholding is used in calculating reproducible peaks in the next steps. If the IDR framework will not be used for filtering peaks (as may be the case when only a single replicate is present), we recommend setting a stricter p-value threshold for peak calling (for example, 0.01). Adjust the p-value as needed based on your data quality and downstream IDR results.
15. It’s helpful to clean up peak names after peak calling by replacing the peak names with peak ID where the ID number is the peak rank: 
sort -k 8gr,8gr "$prefix"_peaks.narrowPeak | awk 'BEGIN{OFS="\t"}{$4="Peak_"NR ; print $0}' | head -n ${NPEAKS} | gzip -nc > $peakfile
16. To utilize MACS2 for ATAC-seq, we adjust --extsize and --shiftsize parameters to fit ATAC-seq specifications. In contrast to ChIP-seq, the ends of the reads (transposase cut sites) instead of the midpoints of the reads matter for ATAC-seq. This requires adjusting read shifting to ensure that peak calling is performed with read ends rather than read midpoints.
17. Blacklist files can be found at: https://doi.org/10.5281/zenodo.1491732 [14].
18. To run IDR, also run peak calling on a pooled set of reads. To do so, simply concatenate the replicate tagAlign files and run peaks on the pooled set of alignments. For example:
, zcat ${REP1_TA_FILE} ${REP2_TA_FILE} | gzip -nc > ${POOLED_TA_FILE}
19. When running IDR, we also recommend capping the input peak files to a peak list of the top 300K peaks. Observationally, across ENCODE accessibility datasets, we find that most cell types have about 200K accessible regions. As such, we suggest only using at most 300K peaks in IDR analysis as the top 300K likely captures all the real accessibility regions in addition to some regions that represent noise. 
20. When only a single replicate is present, IDR can be run on self pseudoreplicates. To generate pseudoreplicates, take the single replicate, shuffle reads, and split the reads into two equal parts. Use the original replicate peak file as the new “pooled replicate” peak file when running IDR.
· Commands for paired-ended datasets: 
(1) nlines=$( zcat ${joined} | wc -l ) 
(2) nlines=$(( (nlines + 1) / 2 )) 
(3) zcat -f ${joined} | shuf --random-source=<(openssl enc -aes-256-ctr -pass pass:$(zcat -f ${FINAL_TA_FILE} | wc -c) -nosalt </dev/zero 2>/dev/null) | split -d -l ${nlines} - ${PR_PREFIX} (4) awk 'BEGIN{OFS="\t"}{printf "%s\t%s\t%s\t%s\t%s\t%s\n%s\t%s\t%s\t%s\t%s\t%s\n",$1,$2,$3,$4,$5,$6,$7,$8,$9,$10,$11,$12}' "${PR_PREFIX}00" | gzip -nc > ${PR1_TA_FILE} (5) awk 'BEGIN{OFS="\t"}{printf "%s\t%s\t%s\t%s\t%s\t%s\n%s\t%s\t%s\t%s\t%s\t%s\n",$1,$2,$3,$4,$5,$6,$7,$8,$9,$10,$11,$12}' "${PR_PREFIX}01" | gzip -nc > ${PR2_TA_FILE}
· Commands for single-ended datasets: 
(1) nlines=$( zcat ${FINAL_TA_FILE} | wc -l ) 
(2) zcat ${FINAL_TA_FILE} | shuf --random-source=<(openssl enc -aes-256-ctr -pass pass:$(zcat -f ${FINAL_TA_FILE} | wc -c) -nosalt </dev/zero 2>/dev/null) | split -d -l ${nlines} - ${PR_PREFIX}. 
(3) gzip -nc “${PR_PREFIX}00" > ${PR1_TA_FILE} (4) gzip -nc “${PR_PREFIX}01" > ${PR2_TA_FILE}. 
21. When two replicates are heavily imbalanced in read counts, consider running IDR on pseudo-pseudoreplicates. To do so, first use the steps in Note 20 to generate two pseudoreplicates for each replicate. Then merge one pseudoreplicate from each replicate with the pseudoreplicate from the other replicate. For example, if replicate r1 produces pseudoreplicates r1pr1 and r1pr2 and replicate r2 produces pseudoreplicates r2pr1 and r2pr2, then merge r1pr1 and r2pr1 to get pseudo-pseudoreplicate ppr1. Use the pooled peak file as the “pooled peak file” in IDR.
22. In the ENCODE pipeline, IDR is run on multiple versions of peak sets, including true replicates, pseudoreplicates, and pooled pseudoreplicates. These peak files are all compared to determine an optimal peak set (the largest number of peaks) and a conservative peak set (the fewest peaks). Please see the ENCODE pipeline website for further discussion of how these comparisons with IDR can aid in creating robust and reproducible region sets.
23. We recommend producing both fold-change enrichment signal tracks as well as p-value signal tracks. The p-value signal tracks can often be more helpful in visualization, while downstream analyses are best done with the fold-change enrichment signal values.
24. The count tracks can be utilized in downstream base-pair resolution analyses, such as in deep learning with BPNet [15].
25. The mitochondrial genome is very accessible as it has no nucleosomes and is a known source of poor library generation. It is important to check the fraction of mitrochondrial mapped reads before a deep sequencing run if possible to determine how much sequencing is necessary to get the desired read depth on the non-mitochrondrial genome.
26. Please note that samtools flagstat metrics track the number of alignments in the file, not the read count. We provide the SAMstats package as a way to calculate read counts in alignment files, to accurately capture read counts at each stage of data processing. 
27. Library complexity measures are PBC1, PBC2, and NRF. PBC1 should be > 0.9, PBC2 > 10, and NRF > 0.9. The file produced has this information in the following columns: TotalReadPairs [tab] DistinctReadPairs [tab] OneReadPair [tab] TwoReadPairs [tab] NRF=Distinct/Total [tab] PBC1=OnePair/Distinct [tab] PBC2=OnePair/TwoPair
28. To run library complexity measures for a single end library, change the command to the following: 
bedtools bamtobed -i ${FILT_BAM_FILE} | awk 'BEGIN{OFS="\t"}{print $1,$2,$3,$6}' | grep -v 'chrM' | sort | uniq -c | awk 'BEGIN{mt=0;m0=0;m1=0;m2=0} ($1==1){m1=m1+1} ($1==2){m2=m2+1} {m0=m0+1} {mt=mt+$1} END{printf "%d\t%d\t%d\t%d\t%f\t%f\t%f\n",mt,m0,m1,m2,m0/mt,m1/m0,m1/m2}' > ${PBC_FILE_QC}
29. When cross-correlating forward strand alignment start positions to reverse strand alignment start positions, you can generate two peaks of cross-correlation, one that corresponds to the read length and the other to the average fragment length. This is more useful in ChIP-seq experiments, as there is a characteristic fragment length (the length of DNA covered by the DNA-binding protein), but can also be a useful metric in ATAC-seq to confirm that the library is enriched for genomic DNA fragments. The score file for cross correlation has the following columns: 
# Filename <tab> numReads <tab> estFragLen <tab> corr_estFragLen <tab> PhantomPeak <tab> corr_phantomPeak <tab> argmin_corr <tab> min_corr <tab> phantomPeakCoef <tab> relPhantomPeakCoef <tab> QualityTag. 
The following columns are most important: 
· Normalized strand cross-correlation coefficient (NSC) = col9 in outFile
· Relative strand cross-correlation coefficient (RSC) = col10 in outFile
· Estimated fragment length = col3 in outFile, take the top value
30. For subsampling a single end library: 
zcat ${FINAL_TA_FILE} | grep -v “chrM” | shuf -n ${NREADS} --random-source=<(openssl enc -aes-256-ctr -pass pass:$(zcat -f ${FINAL_TA_FILE} | wc -c) -nosalt </dev/zero 2>/dev/null) | gzip -nc > ${SUBSAMPLED_TA_FILE}.
31. We recommend using deepTools to calculate a Jensen-Shannon distance, which provides a measure of signal to noise ratio in the sequencing library. Please see deepTools references for more details. We filter out blacklist aligned reads before running JSD.
32. GC content sequence bias is a known phenomenon in next-generation sequencing methods for chromatin [16]. This analysis can be used to determine how much GC bias is in your experiment, and whether GC bias correction may be necessary. In practice, GC bias is ubiquitous and should always be taken into account in downstream analyses.
33. In a paired-end experiment, the fragment lengths generated from transposition can be determined after alignment. As the transposition sites (the ends of the fragments) are at accessible DNA locations, fragments can be generated within nucleosome free regions (NFRs), or can span one or more nucleosomes. NFR fragments are the most common, while mono-nucleosomal fragments (fragments spanning one nucleosome) and di-nucleosomal fragments are more rarer but often present in a good library. These fragment patterns at genomic loci can provide additional information about chromatin structure and nucleosome positioning at loci of interest, such as with V-plots [17]. To determine if such analyses may be possible, a fragment length distribution plot can be useful to determine if mono-nucleosomal and di-nucleosomal fragments are present. Observationally, > 40% of reads fall in NFR regions (fragment length 0-150), and mono-nucleosomal reads may be approximately 40% of the NFR total.
34. The TSS enrichment is an important measure of signal to noise ratio within an ATAC-seq dataset. To calculate the TSS enrichment, use the following procedure (full code for this procedure can be found at https://github.com/ENCODE-DCC/atac-seq-pipeline/blob/master/src/encode_task_tss_enrich.py). For the TSS file, take a standard genomic annotation file (such as a GTF file), select only the protein coding genes, and use the start positions of the genes. Using these TSSs, generate the read pileups around each TSS, from 2000bp downstream to 2000bp upstream. Combine all these read pileups to get the aggregate read profile around TSSs. Calculate the background read pileup as the average read pileup in the 100bps on either edge. Then normalize the aggregate profile by dividing aggregate plot by the background read pileup to get a fold change signal. Please note that TSS enrichment values are dependent on the reference used. For hg19  RrefsSeq, a TSS enrichment >10 is ideal, though 6-10 is acceptable by ENCODE standards. For GRCh38 rRefsSeq, >7 is ideal, though 5-7 is acceptable. For mm9 GENCODE, >7 is ideal, though 5-7 is acceptable. For mm10 rRefsSeq, >15 is ideal, though 10-15 is acceptable. Please see the ENCODE data quality standards (https://www.encodeproject.org/atac-seq/#standards) for the latest updates to TSS enrichment thresholds. 
35. The Fraction of Reads in Peaks (FRiP) score is a measure of signal to noise. To calculate the FRiP, take your finalized peak set and determine the fraction of reads that fall into these peak regions. The higher the FRiP, the better signal-to-noise of the dataset. A strong FRiP score, particularly important in footprinting analyses, is 0.4 or higher.
36. The FRiP calculation can also be used with any region set desired. It may be of interest to calculate fraction of reads within all known open chromatin regions, or in blacklist regions.
37. Nt and Np should be within a factor of 2 of each other. If more than 2, this suggests that the replicates are very different in quality. N1 and N2 should be within a factor of 2 of each other. If more than 2, this also suggests that the replicates are very different in quality. Note that these metrics are simply based off how many peaks were discovered in IDR analysis.
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